The Illustrated Guide to Building a Search Friendly Website

This guide was developed specifically to help website developers, executives, marketing personnel, and online publishers navigate the often-complicated process of launching or modifying a website to enable the highest potential of traffic from the major search engines (Yahoo!, Google, & MSN). Inside, you'll find a carefully organized set of processes with tips, examples, and illustrations that highlight the challenges and expose the opportunities for building a search-friendly website. Luckily, we've mixed in a bit of humor and a plethora of illustrations to help keep the material engaging.
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Introduction to Search Friendliness

Why Do Search Engines Have Requirements?

I hear this question constantly from CEOs, engineers, and many others who have a penchant for logic. Having requirements for search-friendliness, they explain, limits the ability of many sites to be properly included and is counter-intuitive to the search engines' goals of including as much information as possible. While I can't argue these points, in practice, the engines encounter two kinds of obstacles - technical challenges (which may, eventually, be overcome by incredibly talented and creative programmers) and a competitive marketing environment (which the engines have never expressed an interest in curing). This latter point on competitive marketing necessitates that those who wish to achieve the best results must follow the best practices. If there are 10,000 results for a search query and you want to be the first one, understanding how search engines operate and optimizing your site accordingly makes perfect sense.

In this guide, we'll cover both the technical requirements that cause problems for the search engines as well as many elements in a site's architecture that affect its marketability and appeal.

Why Make Sites Search Engine Friendly?

The goals behind building a search-friendly site are simple:

1. Attract more traffic from the major search engines 

2. Ensure that content created on the site in the future is accessible and optimized 

3. Enable easy targeting of additional terms/phrases and demographics 

4. Make the site's content accessible to future automated crawlers and screen readers (this is often a side benefit) 

With search coming in a close second to email in the list of most performed activities on the web (Pew Internet: Search Engine Use), and major search engines driving hundreds of millions of targeted queries per day (SearchEngineWatch: Rankings), it's little wonder that ranking well in the engines is a priority for nearly every business and organization. The value comes in the targeted nature of search traffic. Web search visitors are seeking to accomplish a particular goal, and their queries reveal that intent. By serving content, products, or services that match a user's needs, websites can experience incredible sales/branding/distribution in an exceptionally targeted environment.

Usability and Search-Friendliness

Throughout this document, I'll frequently make references to improvements for the sake of usability and user experience. Some might argue that these tips are out of place in an article geared toward improving search engine rankings, but the two (search friendliness and usability) are actually inseparable chums in the world of web development. The logic is easy to follow - search engines, fundamentally, are trying to reproduce the human process of sorting relevant web pages by quality. If a real human were to do this job, usability and user experience would surely play a large role in determining the rankings. Given that search engines are machines and don't have the ability to segregate by this metric quite so easily, they're forced to employ a great variety of alternative, secondary metrics to assist in the process. The most well-known and well-publicized among these is link measurement.



Since Google's launch in the late '90's, search engines have strived to analyze every facet of the link structure on the web and have extraordinary abilities to infer trust, quality, reliability, and authority via links. If we push back the curtain and examine why links between websites exist and how they come into place, we can see that a human being (or several humans, if the organization suffers from bureaucracy) is almost always responsible for the creation of links. The engines hypothesize that high quality links will point to high quality sites, and that positive user experiences will be rewarded with more links than poor user experiences. In practice, the theory holds up well. Modern search engines have done a very good job of placing good quality, usable sites in top positions for queries. Since design and usability play important roles in attracting links, this guide would be remiss to ignore these issues. However, if you're seeking a comprehensive guide to usability for the web, I highly recommend Steve Krug's excellent book, Don't Make Me Think (Steve's website).

Basics of Search Engine Friendliness

The following are the most important guidelines to ensure that search engines can find your content, index it properly, and rank it appropriately.

Spiderability

Search engines use automated robots (called "bots" or "spiders") to crawl the link structure of the web. Although spiders have become more advanced over the years, the basic premise and goals remain the same - spiders find web pages by following links and record the content of the pages they find in the search engine's index (a giant repository of data about websites and pages).



Search engines have basic requirements to ensure that their ability to crawl your site isn't compromised. These include:

· Place important content in HTML text format
Search engine struggle with content embedded in Flash/java plug-ins, images, or other non-text formats. If you have text content on your site, place it in standard HTML format to ensure that search engines can index it properly.

· Create a spiderable navigational structure
Many websites create navigation in Flash, Javascript, or other technologies that make it impossible for the search engines to access their pages. If you do use these methods, make sure to offer alternative text links in HTML for spiders to ensure that your pages are reachable by automated robots (and visitors who may not have the required browser plug-ins).

· Refrain from forcing form submission
Some sites use drop-down menu forms or select boxes as navigation. These elements can be extremely detrimental to spidering, as the bots will not attempt to fill out or submit form items on a page. As above, if you must use drop down or select forms, re-create the links in HTML to allow spiders access. Intuitively, this also applies to documents that may be accessible only via a search function. Spiders can't search, so any content that doesn't have direct links to it from spiderable pages on your site is doomed to remain invisible to the engines.

· Avoid using frames
The search engines frequently struggle to properly crawl and associate content with URLs when frames are used. A good alternative, when employed properly, can be internal iframes or just clever use of CSS to create the frames-UI effect.

· Beware of "spider traps"
Even intelligently coded search engine spiders can get lost in infinite loops of links that pass between pages on a site. Intelligent architecture that avoids looping 301 or 302 server codes (or other re-direction protocols) should negate this issue, but sometimes online calendar links, infinite pagination that loops, or massive numbers of ways in which content is accessible or sorted can create tens of thousands of pages for search engine spiders when you only intended to have a few dozen true pages of content.

· Don't force registration
At dozens of content-centric sites, registration is required before you can view certain pages. This action prevents search engine bots from accessing your content, as spiders cannot create a username and password. Be wary of limiting access to pages - if you want search traffic, you must let visitors and search engine robots through equally.

· Watch out for session IDs & cookies
As above, if you limit the ability of a user to view pages or re-direct based on a cookie setting or session ID, search engines may be unable to crawl your content. The bots do not have cookies enabled, nor can they accept and pass session IDs properly. While restricting form submissions is fine (as search spiders can't submit forms anyway), limiting content access via links is a bad idea. When picturing a spider's travels through the link structure of the web, some of the above are speed bumps, forcing the spider to slow down or making the process more difficult. Others are walls that prevent the spider from accessing your content altogether. Since intelligent web site development can avoid all of these issues, there's no reason to make the spiders suffer needlessly - give the little guys a chance and they'll do wondrous things for your traffic levels. 



The search engines are diligent about getting content, but with hundreds of millions of documents to choose from, you've got to play by the spiders' rules and limitations or risk becoming a lonely tumbleweed in a far-off corner of the unvisited web.

Keyword Targeting

The search engines face a tough task; based on a few words, sometimes only one, they must return a list of relevant results, order them by measures of importance, and hope that the searcher finds what they're seeking. As website creators and web content publishers, we can make this process massively simpler for the search engines and, in turn, benefit from the enormous traffic they send, by employing the same terms users search for in prominent positions on our pages. This practice has long been at the epicenter of search engine optimization, and while other metrics (like links) have a great deal of value in the search rankings, keyword usage is still at the core of targeting search traffic.

The first step in the keyword targeting process is uncovering popular terms and phrases that searchers regularly use to find the content, products, or services your site offers. There's an art and science to this process beyond the scope of this guide, but several good resources (both free and paid) exist on the subject:

· The Professional's Guide to Keyword Research ($29 - from SEOmoz) 

· Five Steps to Effective Keyword Research (Lisa Barone at SearchEngineGuide) 

· Competitive Analysis & Keyword Research Tools (from SEOBook) 

· Keyword Research & Selection (PDF by Stoney deGeyter) 

Once you've created a list of keywords to target, you'll need to include these in your pages. In the early days of SEO, the process involved stuffing keywords repetitively into every HTML tag possible. Now, keyword relevance is much more aligned with the usability of a page from a human perspective. Since links and other factors make up a significant portion of the search engines' algorithms, they no longer rank pages with 61 instances of "free credit report" above pages that contain only 60. In fact, keyword stuffing, as it's known in the SEO world, can actually get your pages devalued via search engine penalties. The engines don't like to be manipulated and recognize keyword stuffing as an ingenuous tactic. Below is an example of a page utilizing accurate keyword targeting:



Keyword usage is both an art and a science, as you're creating taglines designed to appeal to searchers in the results (and entice clicks), as well as building relevance for search engines to improve your rankings. Section 5 of this report covers keyword targeting in greater detail, including which areas of a page to include keywords, how to build successful internal anchor text, and best practices for keyword variations like plurality and stemming.

Site Architecture

Since search engines rely on links to crawl the web and organize its content, the architecture of your site is critical to optimization. Many websites grow organically and, like poorly-planned cities, become complex, illogical structures that force their denizens (in this case, users and spiders) through an overly-complex web of mislabeled, one-way streets that dead end into scary back alleys (I know, this analogy is a bit much, but hang on).



In Rome, the outward growth of footpaths and narrow corridors over thousands of years creates a nightmare for modern drivers, particularly new visitors. In conducting website planning, remember that nearly every user will be, at first, an out-of-towner, confused about where to go, what to do, and how to get there. An architecture that recognizes this difficulty and leverages familiar standards of usability with an intuitive link structure will have the best chance of making a visit to the site a positive experience.



In the example above, I've illustrated how a recipes website can use intelligent architecture to fulfill visitors' expectations about content and create a positive browsing experience. This structure not only helps humans navigate a site more easily, but also helps the search engines to see that your content fits into logical concept groups. Although site architecture account for a small part of the algorithms, the engines do make use of relationships between subjects and give value to content that has been organized in a sensible fashion. For example, if, in the example above, we were to randomly jumble the subpages into incorrect categories, our rankings could suffer. Search engines, through their massive experience with crawling the web, recognize patterns in subject architecture and reward sites that embrace an intuitive content flow.

Appealing to Linkers

The search engines' ranking algortihms assign a great deal of weight to the quantity & quality of external links to your site and its individual pages. In competitive arenas, links are almost always the determining factor in the rankings order, and the sites and pages with greater numbers of high quality links sit at the top. Thus, it's imperative for sites to be able to naturally attract links from visitors who run blogs, own websites, participate in forums, or contribute to online content in any way. This requires not only link-worthy content, but an easy-to-use, well-designed website that galvanizes users to share its content.

Usability ranks foremost among the keys to attracting links and building a successful brand. A site that follow the principles of good usability and makes it easy for a visitor to find what they want quickly and easily will gain links, mindshare, and positive branding. Sites that confuse visitors with complicated navigation, poor layout, unclear links, & segmented, hard-to-read content forfeit both goodwill for their brand and inbound link growth potential. It helps to put yourself in the shoes of a potential link provider and determine whether your site would fit the criteria for link-worthiness.



The link-savvy demographic that I've dubbed the "Linkerati" are important to the success of every site's link-growth potential. Provide a great experience and appealing content, and your chances for success in the rankings climb exponentially. While the targeting of content and link-worthy content creation are beyond the scope of this guide, you will find a great number of references to user-experience and user-friendliness that coincide with technical search engine optimization techniques. Keep in mind that these suggestions will not only help you to create a better experience for your visitors, they'll also provide returns in links and rankings.

Designing Site Architecture

While site architecture – the creation structure and flow in a website's topical hierarchy – is typically the territory of information architects or is created without assistance by a company's internal content team, their impact on search engine rankings, particularly in the long run, is substantial, thus making it wise to follow basic guidelines of search friendliness. The process itself should not be overly arduous – at SEOmoz, we follow a simple protocol that functions admirably for all but the largest projects. 

Note: We reverse the traditional top-down process by starting with the detailed content and working our way up to an organizational structure capable of holding each of the pages.

· Step 1: List all of the requisite content pages (blog posts, articles, product detail pages, etc.) 

· Step 2: Create the top-level navigation that can comfortably hold all of the unique types of detailed content for the site 

· Step 3: Fill in the middle. Build out a structure for sub-navigation to sensibly connect top-level pages with detailed content. In small sites, there may be no need for this level, while in larger sites, 2 or even 3 levels of sub-navigation may be required. 

· Step 4: Include secondary pages like copyright, contact information, and other non-centrals. 

· Step 5: Build a visual hierarchy that shows (to at least the last level of sub-navigation) each page on the site. 



Category Structuring

As search engines crawl the web, they collect an incredible amount of data (millions of gigabytes) on the structure of language, subject matter, and relationships between content. Though not technically an attempt at artificial intelligence, the engines have built a repository capable of making sophisticated determinations based on common patterns.



While content need not always be structured along the most predictable patterns, particularly when a different method of sorting can provide value or interest to a visitor, organizing subjects logically assists both humans (who will find your site easier to use) and engines (who will award greater rankings based on increased subject relevance).

Creating Broad > Narrow Topical Relevance

Naturally, this pattern of relevance-based scoring extends from single relationships between documents to the entire category structure of a website. Site creators can take advantage of this best by building hierarchies that flow from broad, encompassing subject matter down to more detailed, specific content. Obviously, in any categorization system, there's a natural level of subjectivity. Don't get too hung up on perfecting what the engines want here – instead, think first of your visitors and use these guidelines to ensure that your creativity doesn't overwhelm the project.

Flat vs. Deep Architecture

One of the most valuable parts of site architecture, and (in contrast to the above) a very strict rule for search friendliness is the creation of a flat site architecture. Flat sites require a minimal number of clicks to access any given page, while deep sites create long paths of links required to access detailed content. For nearly every site with fewer than 10,000 pages, three clicks from the home page and/or sitemap page are the general rule.




Flat sites aren't just easier for search engines to crawl, they're also simpler for users, as they limit the number of page visits required to reach the user's destination goal. This reduces abandonment rate and encourages repeat visits.

A word of warning on the creation of flat sites – be aware that the engines are known to limit the number of links they crawl from a given page. Representatives from several of the major engines have said that more than 100 individual links from a single page may not be followed unless that page is of particular importance (i.e. many external sites link in to it). Following this rule means limiting links on sitemap or category pages to 100 or fewer, meaning that, with our 3-clicks-to-any-page rule, 10,000 pages is the maximum number possible (unless the home page is also used as sitemap-style link guide, which can increase the max, technically, to 1 million).

The 100-link-per-page issue relates directly to another rule for site architects – avoid pagination wherever possible. Pagination, the practice of creating a list of elements on pages separated solely by numbers, is problematic for many reasons. First, pagination provides virtually no topical relevance. Second, content that moves into different pagination can create duplicate content issues (which are explained later in this document). Last, pagination can create spider traps and hundreds or thousands of extraneous, low quality pages that can be detrimental to search visibility.



Technical Issues

A great variety of programmatic and site design issues can interfere with the search engines' abiliity to properly spider, index, and rank your content. In this section, I've highlighted each issue, explained its significance, and provided search-friendly alternatives. This is the section most critical to your site developers, so you might want to call in the sun-deprived, caffeine-chugging, Adult-Swim enthusiasts (i.e. the programmers) for this part.

Spider Accessibility

Much as users with poor eyesight often require large font sizes or even a screen reader (an audio device that reads the text of a webpage), so too do the automated crawling robots of the search engines need certain parameters met in order to properly access the pages of a site. A great multitude of techniques common to web development can prevent the spiders from reaching your pages. A page that cannot be crawled cannot be ranked, and thus cannot derive the traffic benefits offered by the search engines. Technically, a page that restricts spiders also restricts any number of search engine users who might be seeking that page or its content.



Below are a few of the biggest issues affecting spider access:

· Forced Registration
A great number of sites request that users register – create an account and use a username & password to “log in.” Sadly, the search engines have no ability to fill out forms and thus, any content restricted to “logged in” users will also be uncrawlable by the spiders. One solution that we've used is to request registration without requiring it and serve snippets (small segments) of a page's content to both search engine spiders and users who are not logged in.

· Pages Behind Forms
As with required registration, forcing forms onto search engine robots is a sure way to prevent access. Even a simple drop-down menu form used for navigation can impede a spider's ability to reach pages (this is one of the most common mistakes we see in site navigation). If you feel the need to use forms as a navigational method, provide static HTML links as an alternate system so spiders can also reach those pages.

· Pages Requiring Cookies or Sessions Ids
Cookies and session IDs are both ways of tracking users over time and associating data with their visits. Search spiders accept neither cookies or session IDs and thus, if pages require these elements (remember all those times you've seen web pages say “your browser does not accept cookies”?), the engines cannot index their content. Employing cookies and session IDs is wise – the data can prove invaluable to an analytics campaign. However, preventing access to browsers without this capability can sabotage your ranking potential.

· Inaccessible Links
Not all links can be crawled by the search engines. If your site uses external Javascript calls or ----, your links may not be spiderable. Use simple, static HTML links wherever possible (though these can, of course, point to dynamic pages or content). 

URL Structures

A website's URLs are one of its most important, programmatic-level elements, both for search engines and users. Engines reward short, static, clean URLs containing important keywords and, not surprisingly, users appreciate these very same attributes.

Several cardinal rules exist for URL structuring (11 to be exact):

1. Describe Your Content
An obvious URL is a great URL. If a user can look at the address bar (or a pasted link) and make an accurate guess about the content of the page before ever reaching it, you've done your job. These URLs get pasted, shared, emailed, written down, and yes, even recognized by the engines.

2. Keep it Short
Remember always; brevity is a virtue. The shorter the URL, the easier to copy & paste, read over the phone, write on a business card, or use in a hundred other unorthodox fashions, all of which spell better usability & increased branding.

3. Static is the Way & the Light
Not to bring religion into this, but I can tell you with certainty that some of the engines absolutely DO treat static URLs differently than dynamic ones. And no human likes a URL where the big players are "?," "&," and "=."

4. Descriptives are Better than Numbers
If you're thinking of using 114/cat223/, go with /brand/adidas/ instead. Even if the descriptive isn't a keyword or particularly informative to an uninitiated user, it's far better to use words when possible. If nothing else, your team members will thank you for making it that much easier to ID problems in development and testing.

5. Keywords Never Hurt
If you know that you're going to be targeting a lot of competitive keyword phrases on your website for search traffic, you'll want every advantage you can get. Keywords are certainly one element of that strategy, so take the list from marketing, map it to the proper pages, and get to work. For dynamically created pages through a CMS, create the option of including keywords in the URL.

6. Subdomains Aren't the Answer
First off, never use multiple subdomains (e.g. siteexplorer.search.yahoo.com) - it's unnecessarily complex and lengthy. Secondly, consider that subdomains have the potential to be treated separately from the primary domain when it comes to passing link and trust value. In most cases where just a few subdomains are used and there's good interlinking, it won't hurt, but I wouldn't take the chance. To me, the benefits derived from reputation management (by flooding the SERPs with your subdomains) are minimal compared to the potential loss of link/trust juice. I also think that subdomain takeovers of SERPs is not something the search engines see as beneficial to their users and may shut down at any point. Luckily, if you're doing it now, you can always 301 to the main domain.

7. Fewer Folders
A URL should contain no unnecessary folders (or words or characters for that matter), for the same reason that a man's pants should contain no unnecessary pleats. The extra fabric is useless and will reduce his likelihood of impressing potential mates.

8. Hyphens Separate Best
When creating URLs with multiple words in the format of a phrase, hyphens are best to separate the terms (e.g. /brands/dolce-and-gabbana/), followed (in order) by, underscores (_), pluses (+), and nothing.

9. Stick with Conventions
If your site uses a single format throughout, don't consider making one section unique. Stick to your URL guidelines once established, so users (and future developers) will have a clear idea of how content is organized into folders and pages. This can apply globally as well for sites that share platforms, brands, etc. Re-inventing the wheel is folly in situations where reliance on convention makes everyone's tasks easier.

10. Don't be Case Sensitive 
Since URLs can accept both uppercase and lowercase characters, don't ever, ever allow any uppercase letters in your structure. If you have them now, 301 them to all-lowercase versions to help avoid confusion. If you have a lot of type-in traffic, you might even consider a 301 rule that sends any incorrect capitalization permutation to its rightful home.

11. Don't Append Extraneous Data
There's no point to having a URL exist in which removing characters generates the same content. You can be virtually assured that people on the web will figure it out, link to you in different fashions, confuse themselves, their readers, and the search engines (with duplicate content issues), and then complain about it. 



Parse-able Code

The search engine spiders need to be able to read and interpret your website's code to properly spider and index the content on your web pages. While it's unneccessary to strictly adhere to the rules of organizations like the W3C (who issue guidelines on HTML construction), running your pages through a spider testing tool like SEOmoz's Crawl Test Tool, Ian McAnerin's SEO Browser, or SEOBook's Spider Test Tool can help you determine if there are severly problematic errors in your code.

Frames

Frames emerged in the mid-1990's as a popular way to make easy navigation systems. Unfortunately, both their usability (in 99% of cases) and their search friendliness (in 99.99% of cases) was exceptionally poor. Today, iframes and CSS can replace the need for frames, even when a site's demands call for similar functionality. For search engines, frames' biggest threat is the issue of URLs – since frames often hold the content from 2 or more URLs on a single page for users, search engines, who only direct searchers to a single URL, will often get confused by frames and direct visitors to single pages inside a site intended to show multiple URLs at once. Additionally, since search engines rely on links and frames pages will often change content for users without changing the URL, external links often point to the wrong URL unintentionally.



Flash, Java, Images, Audio, & Video

Macromedia Flash & Shockwave files, Java embeds, audio in MP3, Wav or other formats, and video universally present content unspiderable by the major engines. Search engines can read text only when presented in HTML format. Embedding important keywords or entire paragraphs in an image, a Flash file, or a Java console renders them invisble to the spiders. Likewise, words spoken in an audio file or video cannot be read by the search engines.

Alt tags, originally created as meta data for markup and an accessibility tag for blind users, is a good way to present at least some text content to the engines when displaying images or embedded, non-text content. Another is to use captions and text descriptions wherever possible. In the last few years, a number of companies offering transcription services have cropped up, offering automated text creation for the words spoken in audio or video. Providing these transcripts on rich media pages makes your content accessible to the search engines and findable by keyword-searching visitors.

AJAX & Javascript

Javascript enables many dynamic functions inside a website, most of which interfere very minimally with the operations of a search engine spider. The exception comes when a page must use a Javascript call to reach another page, or to pull content that can't be seen in the HTML by the spiders. Though these instances are relatively rare, it pays to be aware of how the robots spider and index – both content and links need to be accessible in the raw HTML of a page in order to avoid problems.

AJAX – Asynchronous Javascript And XML – presents similar problems, most notably in the delivery of content that search engines cannot spider. Since AJAX uses database calls to retrieve data without refreshing a page or changing URLs, the content contained behind these technologies is frequently completely hidden from the search engines.



When AJAX comes up, my best advice is to simply provide an alternate spidering system for search engines to follow. AJAX applications are so user-friendly and appealing that foregoing them is simply impractical. Building out a directory of links and pages that can be followed by the engines is a far better solution. When you build these secondary structures of links and pages, make sure to provide users with access to them as well. Inside the AJAX application itself, provide your visitors with the option to “directly link to this page” and connect that URL with the URL you provide to search spiders through your link structures. AJAX apps not only suffer from unspiderable content, but often don't receive accurate links from users since the URL doesn't change.

File Extensions & File Types

From our testing, the file type used and extension of your pages has virtually no influence on either their spiderability or rankings. Employing .php, .html, .aspx, or .jgs has no effect on rankings (though, when we rewrite URLs, we leave extensions off as this makes for the most user-friendly and succinct URL). By and large, this is one issue you can ignore, and thankfully so, as there are a dearth of other considerations.

Server, Hosting, & IP Issues

Search engine rankings and server issues rarely cause problems, but when they do, disastrous consequences can follow. The engines are acutely aware of common server problems such as downtime or overloading, and will give you the benefit of the doubt (though this will mean your content cannot be spidered during periods of server dysfunction). The real concerns deal with spam and manipulation of the search results.

Search engines have become paranoid about the use of certain domains, hosting problems, IP addresses, and blocks of IPs. Experience tells them that many of these have strong correlations with spam and thus, removing them from the index can have great benefits for users. As a site owner NOT engaging in these practices, it pays to investigate your webhost prior to getting into trouble. The IP address of your host can be of concern in some instances – IPs once belonging to sites that have spammed the search engines may carry with them negative associations that can hinder spidering and ranking. The engines aren't especially picky about shared hosting vs. separate boxes, or about server platforms, but you should be cautious and find a host you trust. 

Keyword Targeting

Building a search friendly site requires that the keywords used by searchers to find content are prominently employed. This section provides advice on where to place these terms and how to ensure optimal targeting.

Heads & Tails of the Search Demand Curve

In the realm of keyword targeting and search traffic, there are those terms and phrases that will be specifically individually researched and targeted, and those that bring search visitors unintentionally. While the former typically have individually higher search volumes, the latter (when tallied up) are often responsible for a considerably higher percentage of the total search volume. For example, if you run a site targeting searches for “new york pizza” and “new york pizza delivery,” you might be surprised to find that hundreds of single searches each day for terms like “pizza delivery on the corner of 57h & 7th” or “manhattan's tastiest italian-style sausage pizza,” when taken together, will actually provide considerably more traffic than the popular phrases you've researched. This concept is called the “long tail of search.”



Title Tags

For keyword placement, title tags are the most critical element for search engine relevance. The title tag is in the head of the HTML document, and is the only piece of “meta” information about a page that influences relevancy and ranking. To give you an idea – when 37 of the top SEOs in the world voted on Google's algorithm, 36 of them said that a page's title tag was the most important attribute in ranking (see our search engine ranking factors for more).

The following 9 rules will help you to make the best title tags possible:

1. Brand your traffic
Use the title of your site or brand at the beginning or end of every title tag to help searchers know where they're going and to increase return visits. If you're struggling to find justification for this component, think of all the ad studies showing that consumers are willing to pay more for a "brand name" product than an off-brand or store brand item of the same type - apply this logic to the SERPs and you'll find that users will go further down the rankings to click on a "trusted" brand.

2. Limit length to 65 characters (including spaces) or less
There's no reason to cut off the last word and have it replaced with a "..." Note that the engines have fluctuated recently and Google, in particular, is now supporting up to 70 characters in some cases.

3. Incorporate keyword phrases
This one may seem obvious, but it's critical to prominently include in your title tag whatever your keyword research shows as being the most valuable for capturing searches. It doesn't have to be the first words, but it should be the semantic and logical center of attention.

4. Target longer phrases if they're relevant
When choosing what keywords to include in a title tag, I often like to use as many as are completely relevant to the page at hand, while remaining accurate and descriptive. Thus, it can be much more valuable to have a title tag like "SkiDudes | Downhill Skiing Equipment & Accessories" rather than simply "SkiDudes | Skiing Equipment" - including those additional terms that are both relevant to the page and receive significant search traffic can bolster your page's value. However, if you have a separate landing page for "skiing accessories" than for "equipment," then you shouldn't include one term in the other's title - you'll be cannibalizing your rankings by forcing the engines to choose which page on your site is more relevant.

5. Use a divider
When splitting up the brand from the descriptive, I like to use the "|" symbol (aka the pipe bar). Others choose the arrow ">" or hyphen "-", and both work well. At times, however, I've found it useful to use the arrow (>) or hyphen (-) inside a title tag, as with a title like "SEOmoz | Articles > Keyword Research - A Beginner's Guide"; hence, my love of the pipe bar.

6. Focus on clickthrough & conversion rates
The title tag is exceptionally similar to the title you might write for paid search ads, only it's harder to measure and improve because the stats aren't provided for you as easily. However, if you've got a market that is relatively stable in search volume week-to-week, you can do some testing with your title tags and improve the clickthrough. Watch your analytics and, if it makes sense, buy search ads on the page as well - even if it's just for a week or two, it can make a huge difference in the long run. A word of warning, though - be wary that you don't focus entirely on CTR. Remember to continue measuring conversion rates. This MindValley Labs blog post highlights how a lower CTR can sometimes be the better choice due to a higher conversion rate.

7. Target searcher intent
When writing titles for web pages, keep in mind the search terms your audience employed to reach your site. If the intent is browsing or research-based, a more descriptive title tag is appropriate. If you're reasonably sure the intent is a purchase, download, or other action, make it clear in your title that this function can be performed at your site, e.g. "SkiDudes | View Snowboard Sizing Chart", or "SkiDudes | Buy Discount Snoqualmie Pass Lift Tickets".

8. Be consistent
Once you've determined a good formula for your pages in a given section or area of your site, stick to that regimen - you'll find that as you become a trusted and successful "brand" in the SERPs, users will seek out your pages on a subject area and have expectations that you'll want to fulfill.

9. Repeat in the headline
Re-using the title tag of each page as the H1 header tag can be valuable from both a keyword targeting standpoint and a user experience improvement. Users who go to a page from the SERPs will have the expectation of finding the title they clicked - deliver and you've fulfilled that obligation. Users will be more likely to stay on a page they're reasonably certain fits their intended goal or query. 

Meta Description Tags

Meta descriptions have three primary uses:

· To describe the content of the page accurately and succinctly 

· To serve as a short text "advertisement" to click on your results in the search results 

· To display targeted keywords, not for ranking purposes, but to indicate the content to searchers 

Great meta descriptions, just like great ads, can be tough to write, but for keyword-targeted pages, particularly in competitive search results, they're a critical part of driving traffic from the engines through to your pages. Their importance is much greater for search terms where the intent of the searcher is unclear or different searchers might have different motivations.

We follow these 7 rules for meta descriptions:

1. Tell the Truth
Always describe your content honestly - if it's not as "sexy" as you'd like, spice up your content; don't bait and switch on searchers, or they'll have a poor brand association.

2. Don't Go Long
Character limits - currently Google displays up to 160 characters, Yahoo! up to 165, and MSN up to 200+ (they'll go to three vertical lines in some cases). Stick with the smallest - Google - and keep those descriptions at 160 characters (including spaces) or less.

3. Author Ad-Worthy Copy
Write with as much sizzle as you can while staying descriptive - the perfect meta description is like the perfect ad - compelling and informative.

4. Test, Refine, Rinse, Repeat
Just like an ad, you can test meta description performance in the search results, but it takes careful attention. You'll need to buy the keyword through PPC so you know how many impressions it received over a given timeframe and can track your CTR.

5. Analyze Psychology
Unlike an ad, the motivation for a natural search click is frequently very different than that of users clicking on the paid results. Don't assume that a successful PPC ad will transition into a good meta description (or the reverse).

6. Bold is Better
It's extremely important to have your keywords in the meta tag - the bolding done by the engines can make a big difference in visibility and CTR.

7. Don't Employ Descriptions Universally
You shouldn't always write a meta description. Although conventional logic would hold that it's universally wiser to write a good meta description yourself rather than let the engines scrape your page, this isn't the case. I use the general rule that if the page is targeting 1-3 heavily-searched terms/phrases, go with a meta description that hits those users performing that search. However, if you're targeting longer tail traffic, for example with hundreds of articles or blog entries or even a huge product catalog, it can sometimes be wiser to let the engines themselves extract the relevant text. The reason is simple - when engines pull, they always display the keywords (and surrounding phrases) that the user searched for. If you force a meta description, you can detract from the relevance the engines make naturally. In some cases, they'll overrule your meta description anyway, but it's not always wise to rely on that. 


Header Tags

The H(x) tags in HTML (H1, H2, H3, etc.) are designed to indicate a headline hierarchy in a document. Thus, an H1 tag might be considered the headline of the page as a whole, while H2 tags would serve as sub-headers, H3s as tertiary level headlines, etc. The search engines have shown a slight preference for keywords appearing in header tags, notably the H1 tag. We've found it a best practice to use the title tag of a page, containing the important keywords, as the H1 tag. Not only does this provide keyword relevance, it also delivers a great user experience. When a searcher clicks a result at the engines, re-enforcing the title link they've just clicked with the prominent headline helps to indicate they've arrived on the right page with the same content they sought out.



Document Text

The HTML text on a page was once the center of keyword optimization activities. Metrics like keyword density and keyword saturation were used to measure the perfect level of keyword usage on a page. To the search engines, however, text in a document, particularly the frequency with which a particular term or phrase is used, has very little impact in how happy a searcher will be with that page. In fact, quite often a page laden with repetitive keywords attempting to please the engines will provide a very poor user experience and thus, today, while some SEOs do claim to use term weight (a mathematical equation grounded in the real science of Information Retrieval) or other more “modern” keyword text usage methods, nearly all optimization can be done very simply.

The best way to ensure that you've achieved the greatest level of targeting in your text for a particular term or phrase is simply to make it the most frequent phrase of its length on the page. For example, if we targeted the phrase “digital cameras” on a 200 word document, we wouldn't choose to use 5 or 10 instances of “digital cameras,” but instead, count the number of times any other 2-word phrase (not including stopwords) was in the document text and make sure that “digital cameras” was included at least once more than that number.

While the methodology above ensures maximum keyword targeting, it can be onerous to implement and can even ruin the readability of some documents. Luckily, testing has shown that document text keyword usage is such a small factor with the major engines that even one link of very low quality is enough to outweigh a page with perfect keyword optimization vs. one that simply includes the targeted phrase naturally on the page (2-10X depending on length). This doesn't mean keyword placement on pages is useless – you should always strive to include the keyword you're targeting at least a few times depending on document length – but it does mean that aiming for “perfect” optimization on every page for every term is overkill and largely unnecessary.

Avoiding Keyword Cannibalization

One of the nastier problems that often crops up during the course of a website's information architecture, keyword cannibalization refers to a site's targeting of popular keyword search phrases on multiple pages, forcing the engines to pick which one is most relevant. In essence, a site employing cannibalization competes with itself for rankings and dilutes the ranking power of internal anchor text, external links, and keyword relevancy.



Avoiding cannibalization requires strict site architecture with attention to detail. Plot out your most important terms on a visual flowchart (or in a spreadsheet file, if you prefer), and pay careful attention to what search terms each page is targeting. Note that when pages feature 2, 3, or 4-word phrases that contain the target search phrase of another page, linking back to that page within the content with the appropriate anchor text will avoid the cannibalization issue. For example, if you had a page targeting “mortgages” and another page targeting “low-interest mortgages,” you would link back to the “mortgages” page from the “low-interest mortgages” page using the anchor text “mortgages.”



Content Delivery & Search Spider Control

There are dozens of situations where a website's needs demand that search spider access is controlled – certain pages are restricted while others may display unique content depending on the entry path, referral source, or user status (logged in vs. new visitor). The subjects discussed below do venture into the realm of “cloaking” - showing different content to search engines vs. visitors (and to one segment of visitors vs. another) - but as the search engines have shown through numerous examples, intent is at the forefront of cloaking analysis and decisions to penalize websites for engaging in the practice.

Restricting Spider Access

For a great many sites, there are certain pages that search spiders should not access. These could include password-protected documents, an admin center, premium content (that users must pay to access), and a multitude of others. In addition, there may be pages that you want spiders to access and follow links, but not to keep in their indices. All of these require the use of one or more of the spider restriction controls described below:

Robots.txt

This file, located on the root level of your domain (e.g. www.seomoz.org/robots.txt), is the most versatile tool for controlling what the spiders are permitted to access on your site. Google, Yahoo!, MSN, Ask, and nearly all of the smaller, legitimate automated crawlers on the web will follow the instructions you set out in the robots.txt file. Robots.txt commands are primarily used to prevent spiders from accessing pages, subfolders, and subdomains on a site, though they have other options as well. For the full instructions on how to apply Robots.txt, see Robotstxt.org. You may also find it valuable to use Dave Naylor's robots.txt generation tool (to save time & heartache). 

Meta Robots Tag

The meta robots tag has three components: cache, index, & follow. The first, cache, instructs the engine about whether it can keep the page in the engine's public index, available via the “cached snapshot” link in the search results.



The second, index, tells the engine if the page is allowed to be crawled and stored in any capacity. A page marked “noindex” will thus be excluded entirely by the search engines. By default, this value is “index,” telling the search engines “yes, please do crawl my page and send traffic to it.” Thus, it's unnecessary to include this directive on each page.

The final instruction available through the meta robots tag is “follow.” This command, like index, defaults to “yes, follow the links on this page freely.” Applying “nofollow” tells the engine that the links on that page should not pass link value, nor be crawled. By and large, it's unwise to use this directive as a way to prevent links from being crawled. Since human beings will still reach those pages and have the ability to link to them from other sites, nofollow (in the meta robots tag) does little to restrict crawling or spider access. It's far more useful as a universal way for a page to instruct the engines not to assign link value to the outbound links, but be aware that this directive also prevents the page from passing its link value to internal links, so if the page in question might earn external links, that weight will stop on the page and not continue to pass value to the rest of the site (as links ordinarily would).

User Agent & IP Restrictions

Although unorthodox, it's possible to create server rules that prohibit crawling, in whole or partly by specific bots or any bot with a particular IP address (or range of IPs). To employ properly requires either the proper names of the search engine bots (which are listed below) or a list of IP addresses from which search spiders can originate (which can be difficult or costly to obtain). Be aware that the engines will occasionally attempt to visit sites masking their user agent. IP delivery is the stronger of the two methods, but also considerably more difficult to execute.

Nofollow

In 2005, the three major search engines (Yahoo, Google, & MSN) all agreed to support an initiative intended to reduce the effectiveness of automated spam. Unlike the meta robots version of “nofollow,” the new directive could be employed within an “href” or link tag to indicate that the linking site “does not editorially vouch for the quality of the linked-to page.” This enables a content creator to link to a web page without passing on any of the normal search engine benefits that typically accompany a link (things like trust, anchor text, PageRank, etc). Originally, the intent was to enable blogs, forums, and other sites where user-generated links were offered to shut down the value of spammers who built crawlers that automatically created links. Google, in particular, has expanded their recommended use of “nofollow” to include links that are paid for – the search engine's preference is that only those links that are truly editorial and freely provided by publishers should count towards bolstering a site/page's rankings. Webmasters (and bloggers in particular) have also adopted nofollow as a way to link to sites or pages they don't like or don't wish to provide with ranking benefit (euphemistically called a “link condom”).

Nofollow can be implemented using the following format - <a href=”http://www.google.com” rel=”nofollow”>

Note that while “nofollow” can be used to restrict the passing of link value between web pages, the search engines may still “follow” those links (despite the lack of semantic logic) and use them to crawl pages. In addition, nofollow does not expressly “forbid” indexing or spidering, so if you link to your own pages with it, intending to keep those pages from being indexed or ranked, others may find them, link to them, and your “nofollow”will be virtually useless.



Duplicate Content Issues

Over the last several years, duplicate content has become a major issue for the search engines and websites seeking to gain traffic. The proliferation of content licensing, scraping (generally by spammers and in violation of copyright laws), and internal duplication (sites producing multiple versions of their own content) have all contributed to the problems. At the heart of the matter is the struggle faced by the engines when confronting duplicate content. Since the engines are focused on providing the best possible results, they view duplications of web pages as antithetical to their goals and thus attempt to show only a single version of any given content piece. Many times, this forces them to choose between several or even dozens of copies in an attempt to determine which is “canonical.”

The engines have many different ways to identify which content is the original source, including:

· Time of publication/discovery – the date the spiders first found the content can play a role, as can published timestamps (though for less trusted sites, these will carry less weight) 

· Relative link popularity – pages with greater link popularity (either internally or on competing domains) are likely to receive priority. 

· Referential linking – When several copies of a piece of content link back to an original source, this can be an excellent sign of the content originator. 

· Domain authority – However unfair, search engines often give preference to content on well-linked-to, highly trusted domains. 

· Historical data – If a site consistently puts out only unique content while another is consistently noted for copying the content of others (legally or illegally), those past actions may influence the engines' trust. 

Duplicate content can manifest itself both internally and externally – with internal content, several problems arise. First, the search engines are forced to choose which page on your site to index and rank above the others. You also create link equity issues, as some of your visitors may link to one version while others link to another version, splitting up the combined value that could give you higher rankings.

To avoid internal duplicate content issues, the strategy is simple – create only one indexable URL for any given piece of unique content. Though this sounds simple, in practice, it can be challenging to implement. Common mistakes include:

· Print-version pages
These are often exact duplicates with a different style sheet or lacking navigation. Beware, as web denizens love to link to these versions of stories thanks to their lack of ads and clean visuals. 

· Session IDs or other unique identifiers in the URL
Many sites append unique identifiers for each visitor into the URL. Smart analytics should be done seamlessly and invisibly, as this situation can create a unique URL for each page on the site as each visitor comes to it. These URLs can then spread through inlinks created by browsers. 

· Multiple URLs for very slightly changed pages
For example, a range of photos of a product page may each produce exact copies of that page with only the different photo. As the content remains unchanged, duplicates are created. 

External duplicate content causes massive issues of search rankings as well. In these instances, the same content exists on multiple domains, possibly as the result of a spammer scraping and re-posting the content from a legitimate site, or as the result of a licensing deal between businesses (like the New York Times & Reuters), or from a company offering product descriptions for all of its affiliates to use on their product pages (creating dozens or hundreds of copies). In each of these instances, the same principal applies – the search engines are forced to choose a single version to include in the index and remove or limit the ranking ability of the others.

In each instance of external duplicate content issues, the responsibility and solution lies with you, the website developer and content producer. To avoid duplicate content, make sure that human beings are writing the words that go on your pages and that copies don't already exist on the web. If you're licensing content from other sources that have already been indexed by the engines, consider using a meta robots tag to prevent the engines from including that content in their indices (it's actually better to proactively prevent the problem). With content scrapers, the engines generally do a good job of recognizing them and eliminating their value, but to eliminate as many problems as possible, make sure your HTML code uses absolute links back to internal content, rather than relative links – e.g. Use <a href=”http://www.seomoz.org/article/recommended”> rather than <a href=”/article/recommended”>. The less advanced scrapers will often include these links in your copied content, which helps the search engines realize that your domain is the original source.

Licensing Content to Other Sites

As we've seen, duplicate content can be a dangerous issue. Licensing content is one of the most prevalent activities for businesses that produce it in great quantities, and there are a few ways you can dodge the problems of duplicate content when allowing others to re-publish your material. The best case scenario is to only license content when you're sure that the licensee will use a meta robots tag to indicate that their page shouldn't be indexed and will link back to your original source on the page (employ this syntax – meta robots=”noindex, follow”).



The basic issue is to ensure that the search engines view your copy as the original. There are several criteria the engines use to help determine the true content owner, including:

· Where the search engines first found the content 

· Trust in the domain (through links, age, reputation, etc.) 

· Where the most external links point (which site/page) 

· Whether links on copies point back to an original 

· Which version (if any) appear to have been through "scraping & re-purposing" (a tactic used by spammers to automatically generate semi-unique content from existing pieces) 

· PageRank (for Google) 

By staying aware of these factors as you create and license content, you can ensure the maximum protection against duplicate content problems for your pages.

International & Multiple Language Issues

An entire treatise could be written on handling international and multi-language content but, as the search engines themselves are rapidly evolving in this field, it's best to simply present the basics, as the strategies next month (or even next week) may change completely. For each of the following scenarios, I've provided the "best practices" for targeting the search engines as of this writing.

Content in Spanish & English serving the same country:

· Create a single website with language options that change the URL by folder structure, e.g. www.seomoz.org vs. www.seomoz.org/sp/ 

· Build links from Spanish & English language sites to the respective content areas on the site 

· Host the site in the country being served 

· Register the appropriate country domain name (for the US, .com, .net, .org are all appropriate, while in Canada, using .ca or in the UK, .co.uk is preferable) 

Content in Spanish & English targeting multiple countries:

· Create two separate websites, one in English targeting the US (or the relevant country), one in Spanish targeting Mexico, Spain, or the relevant country 

· Host one site in the US (for English) and the other in Mexico (or the relevant country for the Spanish version) 

· Register different domains, one using US-targeted domain extensions, one using the Spanish-speaking country's extension 

· Acquire links from the US to the English site and links from the Spanish-speaking country to that site 

Content in Spanish targeting multiple countries:

· Create multiple websites (as above) targeting each specific country 

· Register domains and host in each country separately 

· Re-write the content of each site to be unique, as duplicate content problems will arise despite the separation of targeting 

Although some of these seem counter-intuitive, the joint issues of search engines preferring to show content hosted in and on a country-specific domain name combined with duplicate content problems make for these seemingly illogical suggestions. Creating multiple websites is never ideal due to the splitting of link equity, but in the case of international targeting, it's often hard or even impossible to rank a US-hosted, .com adddress for foreign language content in another country. As noted above, hopefully the engines will eventually change these policies.

Cloaking & Segmenting Content Delivery

On occasion, it can be valuable to show search engines one version of content and other users different versions. This is technically called "cloaking," and the search engines' guidelines claim to restrict it universally. In practice, however, many websites, large and small, use content delivery effectively and in harmony with the search engines. The key is intent - if the engines feel you are attempting to manipulate their rankings or results through cloaking, they may take adverse action against your site. If, however, the intent of your content delivery doesn't interfere with their goals, you're generally in the clear.



When to Show Different Content to Engines & Visitors

There are a few common causes for displaying content differently to different visitors, including search engines. I've listed many of the most common below:

· Multivariate and A/B Split Testing
Testing landing pages for conversions requires that you show different content to different visitors to test performance. In these cases, it's best to display the content using javascript/cookies/sessions and give the search engines a single, canonical version of the page that doesn't change with every new spidering (though this won't necessarily hurt you). 

· Content Requiring Registration
If you force registration (paid or free) on users in order to view specific content pieces, it's best to keep the URL the same for both logged-in and non-logged-in users and to show a snippet (1-2 paragraphs is usually enough) to non-logged-in users and search engines. If you want to display the full content to search engines, you have the option to provide some rules for content delivery, like showing the first 1-2 pages of content to a new visitor without requiring registration, then requesting it after that grace period. This keeps your intent more honest, and you can use cookies or sessions to restrict human visitors while showing the full pieces to the engines. 

· Navigation Unspiderable to Search Engines
If your navigation is in Flash, Javascript, a Java application, or another unspiderable format, you should consider showing search engine a version that has spiderable, crawlable content in HTML. Many sites do this simply with CSS layers, displaying a human-visible, search-invisible layer and a layer for the engines (and non-capable browsers - like mobile). 

· Duplicate Content
If a significant portion of a page's content is duplicate, you might consider restricting spider access to it by placing it in an iframe that's restricted by Robots.txt. This ensures that you can show the engines the unique portion of your pages, while protecting against duplicate content penalties. 

· Content that's Different for Different Users
At times you might target content uniquely to users from different geographies, with different screen resolutions, or who entered your site from different navigation points. In these instances, it's best to have a "default" version of content that's shown to users that don't exhibit these traits to show to search engines as well. 

How to Display Content to Engines vs. Visitors

A variety of strategies exist to segment content delivery. The most basic is to serve content not meant for the engines in unspiderable formats, e.g. placing text in images, Flash files, plugins, etc. When you're trying to show the engines something you don't want visitors to see, you can use CSS formatting styles (preferably not display:none, as the engines may have filters to watch specifically for this), javascript, user-agent, cookie or session based delivery, or, perhaps most effectively, IP delivery (showing content based on the IP address of the visitor).

Be very wary when employing cloaking like that described above. The search engines expressly prohibit these practices in their guidelines, and though there is leeway based on intent and user experience (e.g. your site is delivering cloaking to improve the quality of the user's experience, not to game the search engines), the engines do take these tactics seriously and may penalize or ban sites that implement them inappropriately or with the intention of manipulation.

Additional Resources


Spiderability 

· SEOmoz's Crawl Test Tool 

· SEO-Browser Tool 

· SEOBook's Spider Test Tool 

· Spider Simulator from WebConfs 


Site Architecture 

· Accessibility Blog (from Matt Bailey) 

· Successful Site Architecture (coverage of SES Session from SERoundtable) 

· Back to Basics: Site Architecture Issues to Avoid (SEOmoz Blog) 

· SEO's Relationship with Site Architecture (from Search Engine Guide) 


Usability & User Experience 

· How We Use Web Pages - Chapter from Steve Krug's Book - Don't Make Me Think 

· Creating Passionate Users - Blog from Kathy Sierra 

· Guide to Developing Usable & Useful Websites - from the US Dept. of Health & Human Services 

· IA Think - Interaction Design Blog 


Keyword Research 

· The Professional's Keyword Research Guide - SEOmoz 

· Keyword Difficulty Tool - SEOmoz 

· Keyword Research Tools - SearchRank Blog


Content Delivery 

· Good Cloaking, Evil Cloaking & Deception (SearchEngineLand) 

· Yet Another Debate About Cloaking (SearchEngineLand) 

· List of Google's IP Addresses 

· A Quick Word About Cloaking (Matt Cutts)

